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AI Access Platform

The Compute Is Landing. The Road Is Not Built.
GPU and neocloud capacity is arriving in your market: new data
centers, sovereign clusters, national AI programs. Enterprises want
it, and a GPU cluster only earns when their data reaches it. Yet
access today ends at SSH over the internet. Every private path, to a
cloud data lake, to an on-prem archive, to a partner, is a one-off
networking project, and every one of those projects is demand your
network never sees.

The over-the-top fabrics see it too. They will gladly sell that access
across your fiber, and your network becomes someone else's
underlay: their brand, their margin, their customer.

The Solution: The On-Ramp, Run as Your
Marketplace
The AI Access Platform turns GPU access into a marketplace you
operate. Every GPU and neocloud provider in your market is listed
on your storefront, reached over your network, inside your borders.
Enterprises get hyperscaler-grade private access, provisioned in
minutes, under your brand.

Access is the wedge, not the whole trade. Usage scales with every
workload, and each gVPC pulls your existing transport catalog
behind it: wavelengths, data center interconnect, dedicated
internet, cross-connects. The commercials run through you.

The scope is the access layer alone. It runs on your network with
operator margin in the range of 50 to 70 percent, and it is live
within 90 days. InsidePacket supplies the technology underneath,
white label end to end; nobody in the chain sees it.

What It Delivers

The Marketplace: Every GPU and
neocloud provider in your market
on one storefront, under your
brand. You own the enterprise
relationship.

The Revenue Stack: Recurring
access fees, usage and elastic
bursts, plus pull-through of the
transport catalog you already
sell.

Sovereign by Design: Traffic stays
on your network, inside your
country, with full telemetry for
audit. The answer national AI
programs are asking for.

One gVPC, Every Scenario: A
private gVPC per enterprise
captures demand from the first
simple path to the most complex
hybrid build, as orders on your
network.

Live in 90 Days: An install on your
network, not a build. Edge nodes
in, portal branded, first providers
listed inside a quarter.

Product Brief

✦ ✦
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How It Works: One On-Ramp, Every Provider On It
On-ramp edge nodes sit in your facilities, on your network. Providers connect once on the supply side. Each
enterprise gets one private gVPC on the demand side, and the platform routes, secures and meters everything
between them.

Any cloud Any data center Any site Internet Security Groups Live telemetry Elastic bandwidth

50 to 70%
operator margin on the access

layer

Every flow
revenue somewhere in your

book

90 days
from decision to first service

111 to 114%
net revenue retention, NaaS

operators

Providers get Reach that arrives already built, fully operated enterprise access, and a neutral on-ramp that
never rents compute against them.

Enterprises get Private, compliant paths to the GPUs in minutes, with Security Groups, telemetry and elastic
bandwidth on every connection.

You keep The storefront, the customer relationship, the margin, and the sovereignty story only a national
network can tell.

Portal, APIs and billing speak MEF LSO and TM Forum standards, so your OSS and BSS integrate against standards,
not against us.

In scope: the edge nodes, the marketplace, a gVPC per enterprise per provider, Security Groups, telemetry, routing,
elastic bandwidth, your branded portal and API. Stays as it is: DIA, data center interconnect, wavelengths, your
catalog, your footprint, your capital plan, and GPU capacity or contracts.

ONE RUN, EVERY PARTY EARNS: providers sell more of the hours they already bought, enterprises trade
projects for minutes, and you bill the road between them.

GPU + NEOCLOUD
PROVIDERS

GPU cloud A

Neocloud B

Sovereign cluster C

YOUR NETWORK

ON-RAMP
NODE

ON-RAMP
NODE

your fiber, your borders,
your brand on the portal

ONE gVPC PER
ENTERPRISE

Enterprise 1 gVPC
HQ + AWS data lake + burst

Enterprise 2 gVPC
branches + partner + cloud

Enterprise 3 gVPC
sovereign in-country paths

connect once, sell everywhere routed, secured, metered any cloud, DC, site, internet
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Real Enterprise Scenarios, One Construct
A gVPC is not a list of connection types. It is how you capture the full spectrum of enterprise GPU access demand,
from the first simple path to the most complex hybrid build, as orders on your network.

01 First access: an enterprise buys its first GPU capacity and needs a private path from HQ to the cluster. On
the platform that is an order, live in minutes, not a six-week networking project. On your book: a recurring
access line and the cross-connect under it.

02 The training run: the data lake sits in AWS, the archive on premises. Both feed the cluster over one gVPC,
with a 100G elastic burst for the dataset window that disappears at teardown. On your book: two
connections, a metered burst, and the wave carrying the lake.

03 Inference in production: branch sites, partner applications and a second cloud all reach the models over
the same gVPC, with Security Groups keeping every party in its lane. On your book: per-site access that
grows with every rollout.

04 Governed access: per-team segmentation, sovereign in-country paths and full telemetry for audit. The
access story regulated enterprises need before they sign for AI. On your book: premium sovereign paths
and the logos that follow them.

Every scenario above is an order on your network. Without the platform, each one is a project the enterprise
builds around you.

Why Not Build It? Why Not Resell?
Build it yourself: a network division.
NNI engineering, cloud peering,
routing software, a specialist team,
and a roadmap you fund alone.
Three to five years, while the
window closes.

Resell an OTT fabric: fast, but the
fabric owns the product. Your fiber
becomes their underlay, the brand
and the margin leave, and the
enterprise learns to buy from
someone else.

Run the platform: your brand, your
margin, your network. Deployed as an
install, not a development program:
the outcome without the division.

Build in house

Assemble from parts

AI Access Platform: 90 days

Build in house: five plus years. Assemble from parts: three to five years. The platform: one quarter.

THE WINDOW IS 2027: the road has to exist before the traffic arrives, and the operator who lists the first
providers sets the market price for access.
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The Opportunity: Four Layers of Revenue on One On-Ramp
The access layer is the wedge. What follows it is the book of business.

1 Recurring access: providers pay for listing and reach; enterprises pay for access and capacity. Both sides
of every connection bill through you, month after month.

2 Usage: elastic bursts and capacity upgrades track the workload: training windows, checkpoint moves,
inference growth. When the cluster works harder, so does the invoice.

3 Pull-through: every gVPC rides on transport you already sell: wavelengths, data center interconnect,
dedicated internet, cross-connects. The on-ramp drags the catalog behind it.

4 Expansion: access begets sites, sites beget services, and AI traffic is the fastest-growing flow on the
network. The retention math compounds from there.

T H E  M U L T I P L E

The same EBITDA dollar trades on two shelves.
Where the dollar is booked sets its value. A dollar of static connectivity is priced like infrastructure. A dollar of elastic,
on-demand access is priced like a platform.

S T A T I C  C O N N E C T I V I T Y

5 to 7x
where the market values transport and fiber earnings
(public sector data, 2026).

vs

E L A S T I C ,  O N - D E M A N D  A C C E S S

~50x
where the market values a listed NaaS pure play selling
usage-based connections at scale (public market data,
2026).

GPU access is the purest form of that second shelf: metered bursts, paths that live for a training window, usage
that grows with every workload. The most elastic dollar on the network, and the platform books it for you.

THE VALIDATION: a listed NaaS pure play trades near 50x. A major US operator paid $475M cash for a pre-
scale multicloud software layer rather than build one. Underneath both: 111 to 114% net revenue retention and
EBITDA margins near 80% on services sold over existing ports. The market has already repriced this. The names
don't matter; the shelf does.

Sources: public filings and market datasets, 2026.

The pricing reality: compute prices fall as supply lands; the on-ramp holds its price. Enterprises negotiate GPU
hours in cents and pay five figures a month for the private path that makes those hours usable. One on-ramp per
market is the natural end state, and it belongs to the operator who builds it first.

Provider side Listing, reach, and the NNI that carries it: recurring, per provider, per market.

Enterprise side Access and capacity per gVPC, bursts metered by the window, upgrades that follow the
workload.

Underneath The wave, the interconnect and the cross-connect, drawn from the catalog you already sell.

THE READ: the GPU era re-runs the cloud era with the roles still open. Last time the hyperscalers kept the
on-ramp and the margin that came with it. This time the compute is fragmented across many providers,
and the on-ramp is yours to own.W E  B U I L D  I T .  Y O U  S E L L  I T . WWW.INSIDEPACKET.COM



The Strategic Frame

The compute is landing. The road to it is not built. The road is the
business. 
From "Who Owns the On-Ramp to Intelligence?", Eli Karpilovski, Founder and CEO, InsidePacket

Every platform shift ends with someone owning the way in. In the cloud era it was the hyperscalers, and private
access became part of the moat. In the GPU era the compute is fragmented across many providers and markets,
which leaves the on-ramp open: one operator per market, decided in the next 18 months.

The model is the same everywhere we run: we build it, you sell it. The platform stays invisible, the operator owns the
market, and the enterprises finally get GPU access that works the way cloud access does.

Proven Technology, In Production Today
The AI Access Platform runs on the same InsidePacket platform that powers Zayo's DynamicLink in production
across the US and Europe, and shipped the industry's first agentic networking interface (MCP) in September 2026. It
arrives on your network as an install, not a development program.

Own the on-ramp to every
GPU cloud in your market.

A working session maps your footprint to the first listed providers
and a 90-day launch plan.

W W W . I N S I D E P A C K E T . C O M

2026 Global Connectivity Awards: finalist, Best AI Innovation and Best Network Technology and Software
Development.

2024 MEF Excellence Award: winner. 2025 Mplify NaaS Excellence Awards: finalist.
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